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Abstract

The High-Performance Computing (HPC) community aimed
for many years at increasing performance regardless of energy
consumption. However, energy is limiting the scalability of the
next generation of supercomputers. Current HPC systems al-
ready consume huge amounts of power, in the order of a few
MegaWatts (MW). The future HPC systems intend to achieve 10
to 100 times more performance, but the accepted energy to power
those machines must remain below 20 MW. Therefore, the sci-
entific community is investigating ways to improve energy effi-
ciency. We argue that Graphics Processing Units (GPUs) bring
an alternative base to build HPC clusters that respect the limits
of electric energy. This paper presents a way to model the GPU.
Our objective is to help to understand the behavior of GPU’s
applications in exascale systems. We show a simple model for
GPUs that can be used for large scale simulators.

1. Introduction

Most of the applications on areas such as physics [17], weather
forecast [12], oil exploitation [15], and industry [7] require high
processing power. To respond to this demand, High Performance
Computing (HPC) systems are built gathering the processing
power of several computational resources. This lead to systems
with scale of hundreds of thousands processing elements.

This large scale rises many challenges for building the future
HPC systems. With this large scale, many challenges arise re-
lated to future HPC systems. Some challenges are:

• Volatility - the probability of a resource among thousand
other be unavailable is high. Therefore, the experiments are
very difficult to control;
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• Interference - HPC systems are shared and even process
of the same application can interfere with others. This can
make it hard to reproduce one behavior or problem;

• Time - HPC applications can take several hours even days
with some significant workload; and

• Heterogeneity - given the different types of architectures, it
is hard to provide one experimental environment that has
the desired resources.

In exascale research there is one more problem, there are no
such systems yet, the first exascale system is expected to show
up only in the year 2018. To avoid this problem we can resort to
simulation, this way is possible to get a good idea about the be-
havior of the systems and applications.

Another problem for future HPC systems is energy consump-
tion constraints [2]. Current top performance HPC systems, on
the Top500 list, reach PetaFlops of performance consuming
amounts of energy in the order of MegaWatts (MW).

Conceiving exascale systems with the current employed de-
vices would demand amounts of energy in the order of GigaWatts
(GW). This is equivalent to the entire production of a medium
size nuclear power plant [19]. To avoid this tremendous waste
of natural resources, a global research effort to break the exas-
cale barrier estimates, on the official DARPA report, that a rea-
sonable power consumption for exascale systems should not ex-
ceed 20 MW [10, 3], which gives an energy efficiency of 50.000
MFlops/W for exascale supercomputers.

GPUs are one of the approaches to reach the demand of com-
puting performance respecting the energy constraints. GPUs
have several processing elements (PEs) inside a single silicon
die, they have little or no cache and can achieve great perfor-
mance with good energy efficiency. Reported results indicate
that the performance of commonly found computational inten-
sive kernels at least doubles when running on GPUs [11]. As a
consequence, the use of GPUs in HPC systems has become a
popular choice among top ranked and yet to come platforms [6].
However, GPUs are unadapted to all applications [11]. Hence,



we study ways of modeling GPUs to estimate performance of
future heterogeneous HPC systems.

In this paper we show a way to model the performance of
GPUs. Understanding the behavior of applications in such scale
is hard to be done in real systems, for this we need simulation,
and the model of GPUs is of great importance to simulate such
systems.

The rest of the paper is structured as follows. In Section 2, we
present related works on GPUs evaluation and modeling. Sec-
tion 3 details GPUs architecture. In Section 4 we proposes and
present a first model of GPUs. Sections 5 and 6 describes the
tests performed and show some results obtained. Section 7 out-
lines our conclusions, contributions and future work perspec-
tives.

2. Related Work

Bakhoda et al. [1] presents GPGPU-Sim that is a cycle-
accurate simulator of GPUs. The simulator supports CUDA
Parallel Thread Execution (PTX) instruction set, it can run ap-
plications without source code modifications, but requires ac-
cess to the source code. Although it may give a good time
prediction, it takes several hours to simulate a simple appli-
cation, this makes the simulator unsuitable for large scale re-
search.

Collange et al. [5] developed a modular functional GPU simu-
lator based on the framewok UNISIM. It is faster than a cycle-
accurate simulator but also takes too much time, orders of mag-
nitude more time than than the application on a real hardware.

Kerr et al. [9] presents an empirical evaluation of 25 applica-
tions on GPUs. Using a combination of instrumentation and sta-
tistical analysis, they attempt to predict the performance of sim-
ilar classes of applications on different processors.

Zhang et al. [20] developed a throughput model considering
three components of GPU applications: the instruction pipeline,
shared memory access and global memory access. Their model
is based on the GPU’s native instruction set, and they reported re-
sults of a prediction with a 5-15% error.

Buck et al. [4] proposes the use of four applications (SAXPY
and SGEMV BLAS operators, image segmentation, FFT, and ray
tracing) to evaluate the performance of heterogeneous architec-
tures. Jiao et al. [8] used a subset of these applications (FFT and
BLAS operators) to analyze the power and energy efficiency of
GPU and CPU when dynamically scaling voltage and clock fre-
quency. Wang et al. [18] use a similar approach. They indicate
that the use of GPUs is a straightforward path to achieve green
computing.

Ren and Suda [16] present an approach to automatically al-
locate workload on CPU+GPU architectures aiming at improv-
ing energy efficiency. To allocate the workload, they use a model
based on the power consumption of distinct modules.

3. Graphics Processing Units

GPUs are getting more attention since their large increase of
computation power, reaching TFlops. They have hundreds of

simple processing units (SP) working on low frequencies with
small or no cache memories. These characteristics lead these ar-
chitectures to a better energy efficiency while running several
scientific applications.

GPUs are a multicore processor that can only be accessed by a
host processor, usually a common CPU. To use a GPU for com-
putational intensive algorithms, one generally needs a specific
programming library. A state-of-the-art programming architec-
ture and environment for GPUs is CUDA (Compute Unified De-
vice Architecture) [13].

CUDA refers to both a SIMD (Single Instruction, Multiple
Data) architecture and a programming model that extends lan-
guages (such as C) to use these GPUs. A process on the CPU
runs a special function, named kernel, which executes on the
GPU. All data has to be transferred to and from the GPU’s mem-
ory, this incurs in communication overhead.

The CUDA programming model works with the abstraction of
thousands of threads computing in parallel. These threads are
organized in blocks. Threads in the same block can be easily
synchronized with a barrier function. The kernel is composed of
multiple blocks organized as a grid.

The CUDA architecture also has a memory hierarchy. All mem-
ories inside the SM have a small size and low latency. The caches
accelerate the access to textures and constants. Each block of
threads running on the same SM sees its own shared memory.
The global memory has a large size and a high latency (from
400 to 600 cycles [13]) and can be accessed by all threads. To in-
crease memory efficiency saturating bandwidth and hiding la-
tency, some access patterns can coalesce several memory re-
quests in one request with a large word [13]. The newer ver-
sion of this architecture also contains a L1 cache per SM and a
shared L2 cache [14].

4. GPU Model

The purpose of our model is to understand large scale heteroge-
neous systems, based on GPUs. In such scale, simulation models
need to be fast, otherwise, the simulation would take unreason-
able time. The goal of these models is to take into account sev-
eral kernels commonly found into scientific applications. With
such models at hand one can profile an application to fast esti-
mate the computing time with reasonable accuracy.

4.1. First Model

We proposed a first model and some hypothesis were verified.
It was used a common application of matrix multiplication that
is found in several scientific applications.

The GPU’s programming model is based in three steps. In the
first step, the task must be offloaded to GPU’s memory. In se-
quence, the GPU perform the computation over the data and, fi-
nally, the result of the computation must be transfered back to
CPU.

Following this idea, the model can be divided in three times: a)
dispatch, b) execution and c) collection time. Therefore the sim-
plest model shape these three steps of GPU’s computation.
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Figure 1. The points are the dispatch time as a
function of data workload. The line represents the
linear regression from the data.

4.2. Model Feasibility

Our proposed model is based on three hypotheses:

(a) Dispatch time is a linear function of the input data
(Wdispatch), i.e., the amount of data to copy from CPU
memory to GPU;

Tdispatch(Wdispatch) =
Wdispatch

dispatchBandwidth

(b) Execution time is a linear function of workload (Wexec) with
coefficient 1

GPUSpeed ;

Texec(Wexec) =
Wexec

GPUspeed

(c) Collection time is a linear function of the output data
(Wcollection), i.e., the amount of memory to copy from GPU
to CPU after the application have finished.

Tcollection(Wcollection) =
Wcollection

collectionBandwidth

5. Experiments Design

To evaluate our model a set of tests was performed using a
dense matrix multiplication. As the focus of our analysis is the
model, it was used a simple version of the application to ver-
ify the hypothesis stated before.

5.1. Test Enviroment

The machine for conducting the tests has a quadcore Intel Core-
i7 processor at 2.80 GHz. The graphics accelerator is a NVIDIA
GeForce GTX 480 with 1536 MB of global memory, 480 CUDA
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Figure 2. The points are the execution time as a
function of workload. The line represents the lin-
ear regression from the data.

cores and a warp size of 32, supporting up to 1024 threads per
block. To guarantee that the GPU is not disturbed by video in-
put/output operations this machine has an auxiliary video device.

6. Experimental Results

The first hypothesis states that the dispatch time is a linear func-
tion of the transfer workload, which is the size of the two matri-
ces being multiplied. On Figure 1 we can observe that a linear
regression fits the time measured in the experiments.

The second hypothesis states that the execution time is a linear
function of computation workload, which is the number of float-
ing point operations necessary to multiply the matrices. On Fig-
ure 2 we can also observe a linear regression fitting.

The third hypothesis is similar to the first, it states that collec-
tion time is a linear regression of the transfer workload, which
is the matrix resulting from the multiplication. Likewise the first
hypothesis, we observe a linear regression fitting the time mea-
sured on Figure 3.

As we can see, the three hypotheses showed to be true for the
matrix multiplication. Even more, the first and third hypotheses
is about data transfer, they are commom to all applications and
will always have the same behavior.

7. Conclusion

This paper presented a proposal to model GPUs. It can be used
in large scale simulators aiming exascale studies. Our contribu-
tions include a first model of GPUs and validation of basic hy-
potheses, using a simple matrix multiplication application.

We show that the GPU execution time can be described by a
linear function of workload. Therefore, for this application class,
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Figure 3. The points are the collection time as a
function of data workload. The line represents the
linear regression from the data.

our model can estimate the execution time using this function
and simulate similar applications.

It was also verified that dispatch and collection times can be
predicted by a linear regression. These two steps are common to
every GPU application. Then, we can predict this two steps eas-
ily for every kind of application. We also verified that the behav-
ior for matrix multiplication is linear given the workload, for this
kind of application we can also predict the execution time with a
linear regression.

As future work, we will try to extend the GPU model for several
commonly found kernels of scientific applications. With these
kernels we can try to predict more complex applications that can
be profiled in several kernels. We also plan to investigate the be-
havior of a machine with more than one GPU and then imple-
ment this model in a simulator. Consider the energy-to-solution
of those kernels is also on our plans.
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